
CS441: HW#4 Solution (total-100pt)

Prof. Sue B. Moon

May 26, 2005

Instructions - Try to do your homework on your own. Some of the questions will require
additional thought. It is more important to have your own opinion on the problems and
argue along, than copying from other persons’ answer sheet. You will get extra credit for
good argument.

1. (5pt) Is it possible for an application to enjoy reliable data transfer even when the application
runs over UDP? If so, how?

→ Yes. The application developer can put reliable data transfer into the application layer
protocol. This would require a significant amount of work and debugging, however.

2. (14pt - 2pt each) True or false? In all cases, provide a short discussion justifying your
answer.

*1pt each for correct True/False and discussion. For (c) and (e), 2pt for True/False.

(a) Host A is sending Host B a large file over a TCP connection. Assume Host B has no
data to send Host A. Host B will not send acknowledgements to Host A because Host
B cannot piggyback the acknowledgements on data.
→ False. In this case, TCP sends acknowledgements without data.

(b) The size of the TCPRcvWindow never changes throughout the duration of the con-
nection.
→ False.RcvWindow indicates the amount of spare room in the buffer (which is
dynamic in nature because the spare room changes over time) (Read p.247).
RcvWindow = RcvBuffer - [LastByteRcvd - LastByteRead] .

(c) Suppose Host A is sending Host B a large file over a TCP connection. The number of
unacknowledged bytes that A sends cannot exceed the size of the receive buffer.
→ True. This is for TCP flow control.

(d) Suppose Host A is sending Host B a large file over a TCP connection. If the sequence
number for a segment of this connection ism, then the sequence number for the sub-
sequent segment will necessarily bem + 1.
→ False. TCP sequence number count bytes in the byte stream rather than packets.
(Read p.232) Ifu bytes of data is sent at connectionm, than the subsequent segment
will have a sequence number ofm + u.

(e) The TCP segment has a field in its header forRcvWindow .
→ True. RcvWindow indicates the number of bytes that a receiver is wiling to
accept. (See TCP segment structure in p.231.)

(f) Suppose that the lastSampleRTT in a TCP connection is equal to 1 sec. Then the
current value ofTimeoutInterval for the connection will necessarily be≥ 1 sec.
→ False.TimeoutInterval should be greater than or equal toEstimatedRTT ,
but not necessarily withSampleRTT. (Read p.238)
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(g) Suppose Host A sends over a TCP connection to Host B one segment with sequence
number 38 and 4 bytes of data. In this same segment the acknowledgement is neces-
sarily 42.
→ False. Host A’s sending acknowledgement indicates the sequence number of the
next byte Host A expects to receive from Host B. On successfully receiving Host A’s
packet, Host B will send acknowledgement of38 + 4 = 42, which is the sequence
number of the next byte the receiver is expecting.

3. (5pt) Consider theGo-Back-N andSelective-Repeat protocols. Suppose the se-
quence number space is of sizek. What is the largest allowable sender window that will
avoid the occurrence of problems such as that in Figure 3.27 in the textbook (page.226) for
each of these protocols? Explain why.

→ In order to avoid the scenario of Figure 3.27, we want to avoid having the leading edge
of the receiver’s window (i.e., the one with the “highest” sequence number) wrap around
in the sequence number space and overlap with the trailing edge (the one with the “lowest”
sequence number in the sender’s window). That is, the sequence number space must be
large enough to fit the entire receiver window and the entire sender window without this
overlap condition. So - we need to determine how large a range of sequence numbers can
be covered at any given time by the receiver and sender windows.

Suppose that the lowest-sequence number that the receiver is waiting for is packetm. In
this case, it’s window is[m,m+w−1] and it has received (and ACKed) packetm−1 and
thew − 1 packets before that, wherew is the size of the window. If none of thosew ACKs
have been yet received by the sender, then ACK messages with values of[m− w, m− 1]
may still be propagating back. If no ACKs with these ACK numbers have been received by
the sender, then the sender’s window would be[m− w,m− 1] .

Thus, the lower edge of the sender’s window ism−w, and the leading edge of the receivers
window ism + w− 1. In order for the leading edge of the receiver’s window to not overlap
with the trailing edge of the sender’s window, the sequence number space must thus be big
enough to accommodate2w sequence numbers. That is, the sequence number space must
be at least twice as large as the window size,k ≥ 2w.

m − w m − 1 m m + w − 1

Receiver’s windowSender’s window

k ≥ 2w

Already

ACK’d

Sent, not

yet ACK’d

Not usabe
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4. (10pt) Review the Figure 3.53 in your textbook (page.273), which illustrates the conver-
gence of TCP’s AIMD algorithm. Suppose that instead of an additive increase, TCP in-
creased the window size by doubling its rate. Would the resulting MIMD converge to an
equal share algorithm? Justify your answer using a diagram similar to Figure 3.53.

* 5 pt each for correct discussion and graph.

→ Following figure illustrates the throughput realized by TCP connections 1 and 2. When
the link bandwidth jointly consumed by the two connections is less thanR, then both con-
nections will increase their window by a factor of 2. When the link bandwidth jointly
consumed by the two connections is greater thanR, then both connections will decrease
their window by a factor of 2. In case of MIMD, the rate at which window is increased or
decreased does not change over time. Thus, the connection throughput realized by the two
connections is a single line figure. Unlike the case of AIMD where the two connections
converged to equal bandwidth share, the states of two connections in MIMD do not con-
verge to the equal bandwidth share line. (Unless the initial window size is equal for the two
connections.)

Connection 1

Connection 2
throughput

throughput

R

R

Equal bandwidth share

Full bandwidth utilization

5. (18pt - 2pt each) Consider the figure in the page 291 of your textbook, which plots the TCP
window size as a function of time. Assuming TCP Reno is the protocol experiencing the
behavior shown above, answer the following questions. In all cases, you should provide a
short discussion justifying your answer.

(a) Identify the intervals of time when TCP slow start is operating.
→ TCP slowstart is operating in the intervals [1,6] and [23,26]

(b) Identify the intervals of time when TCP congestion avoidance is operating.
→ TCP congestion avoidance is operating in the intervals [6,16] and [17,22]

(c) After the 16th transmission round, is segment loss detected by a triple duplicate ACK
or by a timeout?
→ After the 16th transmission round, packet loss is recognized by a triple duplicate
ACK. If there was a timeout, the congestion window size would have dropped to 1.

(d) After the 22nd transmission round, is segment loss detected by a triple duplicate ACK
or by a timeout?
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→ After the 22nd transmission round, segment loss is detected due to timeout, and
hence the congestion window size is set to 1.

(e) What is the initial value ofThreshold at the first transmission round?
→ The threshold is initially 32, since it is at this window size that slowtart stops and
congestion avoidance begins.

(f) What is the value ofThreshold at the 18th transmission round?
→ The threshold is set to half the value of the congestion window when packet loss is
detected. When loss is detected during transmission round 16, the congestion windows
size is 42. Hence the threshold is 21.

(g) What is the value ofThreshold at the 24th transmission round?
→ The threshold is set to half the value of the congestion window when packet loss
is detected. When loss is detected during transmission round , the congestion windows
size is 26. Hence the threshold is 13 during the 24th transmission round.

(h) During what transmission round is the 70th segment sent?
→ During the 1st transmission round, packet 1 is sent; packet 2-3 are sent in the 2nd

transmission round; packets 4-7 are sent in the 3rd transmission round; packets 8-15
are sent in the 4th transmission round; packets15-31 are sent in the 5th transmission
round; packets 32-63 are sent in the 6th transmission round; packets 64 - 96 are sent
in the 7th transmission round. Thus packet 70 is sent in the 7th transmission round.

(i) Assuming a packet loss is detected after the 26th round by the receipt of triple duplicate
ACK, what will be the values of the congestion-window size and ofThreshold ?
→ The congestion window and threshold will be set to half the current value of the
congestion window (8) when the loss occurred. Thus the new values of the threshold
and window will be 4.

6. (8pt - 2pt each) True or false? In all cases, provide a short discussion justifying your answer.

*1pt each for correct True/False and discussion.

(a) If a Web page consists of exactly one object, then nonpersistent and persistent connec-
tions have exactly the same response-time performance.
→ True. Since there is a single object, response time is always2RTT + O/R.

(b) Consider sending object of sizeO from server to browser over TCP. IfO > S, where
S is the maximum segment size, then the server will stall at least once.
→ True. Since TCP uses a dynamic congestion window, the window size increases
20, 21, 22, · · · . When a window’s worth of data is transmitted, the server stalls (or, stop
transmitting) while it waits for an acknowledgement. (Read p.281)

(c) Suppose a Web page consists of 10 objects, each of sizeO bits. For persistent HTTP,
theRTTportion of the response time is 20RTT.
→ False. Above may be the case for nonpersistent HTTP. Persistent HTTP allows
multiple objects to be sent over single TCP connection, and the overall response time
may be 2 to 5 RTT (according to slowstart, size ofO).
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(d) Suppose a Web page consists of 10 objects, each of sizeO bits. For nonpersistent
HTTP with five parallel connections, theRTTportion of the response time is 12RTT.
→ False. In nonpersistent HTTP, at most one object is sent over a TCP connection.
For each object, oneRTT is used to initiate TCP connection, anotherRTT to request
and receive the object, and transmission time for object transfer. Therefore, the overall
response time is at least2 · 10 ·RTT + 10 ·O/R with RTT portion of 20.

7. (5pt) Suppose two programs use TCP to establish a connection, communicate, terminate
the connection, and then open a new connection. Further suppose aFIN message sent to
shutdown the first connection is duplicated and delayed until the second connection has been
established. If a copy of the oldFIN is delivered, will TCP terminate the new connection?

→ No. For details, refer to TCP/IP illustrated, volume 1.
(Also, available online at http://angrypacket.com/ enz00/txts/tcpip.pdf.)

Refer to Chapter 18,2MSL Wait Sate in p.229.

8. (20pt - 10pt each) Recall the idealized model for the steady-state dynamics of TCP. Int
the period of time from when the connection’s window size varies fromW/(2 · RTT ) to
W/RTT , only one packets is lost (at the very end of the period).

(a) Show that the loss rate is equal to
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(b) Use the result above to show that if a connections has loss rateL, then its average
bandwidth is approximately given by

≈ 1.22 ·MSS

RTT
√

L

→ ForW large,3/8W 2 À 3/4W . ThusL ≈ 8/3W 2 or W ≈
√

8
3L .

From the text, we therefore have

average throughput =
3
4

√
8

3L
· MSS

RTT

=
1.22 ·MSS

RTT · √L

9. (8pt) Consider the caseRTT = 1 sec andO = 100kbytes. Prepare a chart (similar to
the charts in Section 3.8.2) that compares the minimum latency (O/R + 2RTT ) with the
latency with slow start forR = 28kbps,100kbps,1Mbps, and10Mbps.

→ You need to explicitly write your assumptions onS. The following assumesS=536
bytes (a common default value for TCP), which gives youK = dlog2(O/S + 1)e=8.

matlab code -
For eachR,
P = min(floor(log2(1 + 1/(8 ∗ 536/R))) + 1, 8− 1)

For eachR andP ,
Latency slowstart = 2∗1+8∗100000/R+P ∗(1+536∗8/R)−(2∧P −1)∗536∗8/R

R O/R P Minimum Latency: Latency with
O/R + 2RTT Slow Start

28 Kbps 28.5714 sec 3 30.5714 sec 32.9589 sec
100 Kbps 8 sec 5 10 sec 13.8851 sec

1 Mbps 800 msec 7 2.8 sec 9.2854 sec
10 Mbps 80 msec 7 2.08 sec 9.02 sec

10. (7pt) Read all the interviews at the end of each chapter, and identify research interests of at
least three of them. (Note.three of them had visited KAIST and gave talk last year.)

→ 2pt for pointing out the research interest of one interviewer (2pt×3=6pt). Some of
your wrote your own interests, which is graded 1pt each (1pt×3=3pt). 1pt for having good
discussion.
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